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[172] J. Matoušek. Tight upper bounds for the discrepancy of halfspaces. Dis-
crete and Computational Geometry, 13:593–601, 1995.

[173] A. McGregor, S. Vorotnikova, and H. T. Vu. Better algorithms for count-
ing triangles in data streams. In ACM Principles of Database Systems, pages
401–411, 2016.

[174] D. McIlroy. Development of a spelling list. Technical report, Bell Labs,
1982.

[175] A. Metwally, D. Agrawal, and A. E. Abbadi. Efficient computation of
frequent and top-k elements in data streams. In International Conference
on Database Theory, 2005.

[176] J. Misra and D. Gries. Finding repeated elements. Science of Computer
Programming, 2:143–152, 1982.

[177] M. Mitzenmacher. Bloom Filters, pages 252–255. Springer, 2009.
[178] M. Mitzenmacher and E. Upfal. Probability and Computing: Randomized

Algorithms and Probabilistic Analysis. Cambridge University Press, 2005.
[179] M. Mitzenmacher and G. Varghese. Biff (bloom filter) codes: Fast error

correction for large data sets. In IEEE International Symposium on Informa-
tion Theory (ISIT), pages 483–487, 2012.

[180] M. Molloy. Cores in random hypergraphs and boolean formulas. Random
Structures and Algorithms, 27(1):124–135, 2005.

[181] M. Monemizadeh and D. P. Woodruff. 1-pass relative-error lp-sampling
with applications. In ACM-SIAM Symposium on Discrete Algorithms, 2010.

[182] R. Morris. Counting large numbers of events in small registers. Commu-
nications of the ACM, 21(10):840–842, 1977.

[183] S. Moser and P. N. Chen. A Student’s Guide to Coding and Information
Theory. Cambridge University Press, 2012.

[184] R. Motwani and P. Raghavan. Randomized Algorithms. Cambridge Uni-
versity Press, 1995.

[185] D. Mount and S. Arya. ANN: Library for approximate nearest neighbor
searching. Technical report, University of Maryland, 2010.

[186] J. I. Munro and M. S. Paterson. Selection and sorting with limited storage.
Theoretical Computer Science, 12:315–323, 1980.

[187] J. Nelson and H. L. Nguyen. OSNAP: faster numerical linear algebra al-
gorithms via sparser subspace embeddings. In IEEE Conference on Foun-
dations of Computer Science, pages 117–126, 2013.



DRAFT

278 References

[188] J. Nelson and H. L. Nguyen. Sparsity lower bounds for dimensionality
reducing maps. In ACM Symposium on Theory of Computing, pages 101–
110, 2013.

[189] J. Nelson and D. Woodruff. Fast manhattan sketches in data streams. In
ACM Principles of Database Systems, 2010.

[190] R. O’Donnell, Y. Wu, and Y. Zhou. Optimal lower bounds for locality-
sensitive hashing (except when q is tiny). ACM Transactions on Computa-
tion Theory, 6(1):5, 2014.

[191] J. Pach and G. Tardos. Tight lower bounds for the size of epsilon-nets. J.
Amer. Math. Soc., 26:645–658, 2013.

[192] R. Pagh. Compressed matrix multiplication. In ITCS, pages 442–451,
2012.

[193] A. Pavan, K. Tangwongsan, S. Tirthapura, and K. Wu. Counting and
sampling triangles from a graph stream. PVLDB, 6(14):1870–1881, 2013.

[194] A. Pavan and S. Tirthapura. Range-efficient counting of distinct elements
in a massive data stream. SIAM Journal on Computing, 37(2):359–379, 2007.

[195] N. Pham and R. Pagh. Fast and scalable polynomial kernels via explicit
feature maps. In ACM SIGKDD, pages 239–247, 2013.

[196] R. Pike, S. Dorward, R. Griesemer, and S. Quinlan. Interpreting the data:
Parallel analysis with sawzall. Dynamic Grids and Worldwide Computing,
13(4):277–298, 2005.

[197] A. A. Razborov. On the distributional complexity of disjointness. Theo-
retical Computer Science, 106(2):385–390, 1992.

[198] T. Sarlós. Improved approximation algorithms for large matrices via ran-
dom projections. In IEEE Conference on Foundations of Computer Science,
pages 143–152, 2006.

[199] C.-E. Särndal, B. Swensson, and J. Wretman. Model Assisted Survey Sam-
pling. Springer, 1992.

[200] S. E. Schechter, C. Herley, and M. Mitzenmacher. Popularity is every-
thing: A new approach to protecting passwords from statistical-guessing
attacks. In 5th USENIX Workshop on Hot Topics in Security, 2010.

[201] J. P. Schmidt, A. Siegel, and A. Srinivasan. Chernoff-Hoeffding bounds
for applications with limited independence. In ACM-SIAM Symposium
on Discrete Algorithms, pages 331–340, 1993.

[202] R. Schweller, Z. Li, Y. Chen, Y. Gao, A. Gupta, Y. Zhang, P. A. Dinda,
M.-Y. Kao, and G. Memik. Reversible sketches: enabling monitoring and
analysis over high-speed data streams. IEEE Transactions on Networks,
15(5):1059–1072, 2007.

[203] Q. Shi, J. Petterson, G. Dror, J. Langford, A. J. Smola, and S. V. N. Vish-
wanathan. Hash kernels for structured data. Journal of Machine Learning
Research, 10:2615–2637, 2009.

[204] N. Shrivastava, C. Buragohain, D. Agrawal, and S. Suri. Medians and be-
yond: New aggregation techniques for sensor networks. In ACM SenSys,
2004.

[205] O. Simpson, C. Seshadhri, and A. McGregor. Catching the head, tail,



DRAFT

References 279

and everything in between: A streaming algorithm for the degree distri-
bution. In IEEE International Conference on Data Mining, pages 979–984,
2015.

[206] A. Srinivasan. Improving the discrepancy bound for sparse matrices: Bet-
ter approximations for sparse lattice approximation problems. In ACM-
SIAM Symposium on Discrete Algorithms, pages 692–701, 1997.
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`0-norm, 6
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ε-coreset, 164, 166, 168–170
ε-kernel, 169–172, 174, 175
ε-net, 159, 160, 163
P and NP, 253
ε-kernel, 172–174
ε-net, 160
k minimum values, 20, 31, 51–53, 55–58,
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2-core, 115, 116
affine transformation, 170, 171
all-distances graph sketch, 210–214
AMS Sketch, 9, 73, 103–107, 180, 183, 185,

186, 188, 208, 209, 237, 247, 250, 262
anti-correlation, 148
approximate near neighbor problem, the,
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approximation

additive error, 13
relative error, 13

augmented index problem, the, 263, 264
Biff code, 117
big-Oh, 20
binary search, 134, 135, 141, 147, 152, 154
binary tree, 128, 132, 141, 152
bit sampling, 232
blockchain, 71
Bloom filter, 12, 16, 31, 65–71, 111, 112,

117, 134, 219–221, 240, 250, 257

counting, 69
spectral, 70

cascaded norm, 125, 252
Cauchy distribution, 108, 110
Chebyshev inequality, 22, 35, 54, 94, 102,

106, 187, 218
Chernoff bound, 22, 24, 25, 94, 95, 100,

155, 162, 187
Chernoff-Hoeffding bound, 22, 109, 146,

155
clustering, 8, 122, 175, 176

k-center, 175, 176
communication complexity, 254–256, 262,

263
one-way, 256

compressed sensing, 104, 117, 181
compression, 3, 36, 84
computational complexity, 253
computer vision, 228
connected components, 8, 200, 202, 204,

205
conservative update, 95–97
convex hull, 8, 169, 170
convolution, 191, 192

circular, 192
convolution theorem, 192
correlated aggregates, 252
Count Sketch, 9, 72, 93, 97–100, 102–104,

107, 122, 123, 125, 150, 151, 153–156,
179, 180, 182, 190–193, 198, 199, 237,
242–245, 247–250, 260

Count-Mean-Min, 96
Count-Min Sketch, 9, 15, 17, 72, 88–91,

93–97, 99, 100, 102, 103, 154, 208, 237,
242, 245, 247, 250–252, 260

covariance, 21, 22, 46, 48, 51, 94, 101
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curse of dimensionality, 228

data center, 14, 15
data mining, 8, 228
degree distribution, 208
deletions, 9, 57, 62, 65, 69, 72, 73, 111, 115,

118, 120, 122, 127, 263
diameter, 8, 170, 174, 213, 216, 227
dictionary data structure, 82, 230, 233
directional width, 122, 169, 170
disjointness problem, the, 258–261
distinct count, 6, 52, 58, 208, 216, 251, 257,

261
distinct sampler, 73, 118–120, 200–205, 250
distinct sampling, see `0 sampler
distributed computation, 3, 9, 11, 12, 14,

15, 209, 216–219, 221, 235, 259
Dyadic Count Sketch, 127, 150–156, 242,

243, 246
dyadic decomposition, 150, 152, 242, 243,

246, 247

equality problem, the, 254–256
equi-depth histogram, 19
Euclid’s gcd algorithm, 75
Euclidean distance, 106, 179, 184
Euclidean norm, 6, 73, 104, 181, 183, 184,

194, 247, 261, 262
Euclidean space, 122, 159, 178, 179, 235
exponential decay, 235–238, 240
exponential histogram, 238, 240, 241
exponentiation by squaring, 74, 75

fingerprint, 72–76, 112, 255, 256
finite field, 75, 76
Fisher-Yates shuffle, 38, 39
flat model, 216
Fourier transform, 182, 191, 248
frequency moments, 252
frequency moments, 183, 186, 187, 208
frequent directions, 193–197
Frobenius norm, 7, 183, 188, 190, 194, 196,

263

gap Hamming problem, the, 261, 262
Gaussian distribution, 61, 108, 110, 181
gradient descent, 174, 198
graph connectivity, 122, 205
graph sketch, 200–202, 204
Greenwald-Khana, 18, 127, 134, 136–142,

148, 251
group-by queries, 64

Hölder’s inequality, 187
Haar transform, 247

Hadamard transform, 182, 248
halfplane, 159, 161
Hamming code, 244, 245
Hamming distance, 232, 261
Hamming norm, see `0 norm
hash functions, 25, 52, 62, 76, 97, 119

k-wise independence, 25, 121, 232
cryptographic, 26
four-wise, 104, 107
fully random, 55, 58, 62, 67
murmurhash, 26
pairwise, 89, 92, 101–103, 191
with limited independence, 26, 125, 179

heap data structure, 52, 88
heavy hitters, 14–16, 135, 237, 242, 243, 258
historic inverse probability, 215
hypergraph, 115, 116
HyperLogLog, 20, 31, 58–65, 208–210, 240,

251, 252, 257, 258, 262

importance sampling, 219
in-network aggregation, 15
inclusion probabilities proportional to size

(IPPS), 45, 47, 48, 51
index problem, the, 256–258, 260–264
information complexity, 257
inner product, 108, 109, 183–185, 188, 189,

246, 248, 260, 262
Internet traffic analysis, 16, 17, 41, 49
intersection, 20, 55–58, 61, 68, 260, 261
invertible Bloom look-up tables, 117

Johnson-Lindenstrauss transform, 178,
181, 182, 184, 198, 229–231, 248

Karnin-Lang-Liberty, 127, 142–144, 148,
149

latched windows, 241, 242
leverage scores, 125
linear counting, 63, 64
linear sketch, 9, 62, 89, 192
linear transform, 95, 96, 178, 247, 249
list-efficient, 210
locality-sensitive hashing, 231, 232
logarithmic method, 172, 175
low-distortion embeddings, 178

machine learning, 96, 103, 165, 180, 197,
228

majority, 83
Manhattan norm, 6
MapReduce, 12
Markov inequality, 21–23, 91, 95, 100, 155,

181, 234, 245
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matrix multiplication, 103, 188, 190, 263,
264

membership, 5, 65, 246
MinHash, 232
minimum enclosing ball, 8, 164, 170, 175
Minkowski norm, see `p norm
Misra-Gries, 72, 77–85, 87, 88, 197, 241,

242, 259
Morris Counter, 31–33, 35, 36, 51, 251
multiplicity, 6, 7, 9, 56, 69, 72, 117, 126, 150
multiset, 6, 51, 58, 69, 72–74, 77, 84, 88, 91,

95, 97, 99, 104, 107, 111, 112, 115, 117,
118, 122, 126, 218, 221, 222, 259

nearest neighbor search, 175, 228
negative weights, 7, 9, 72, 74, 89, 95, 98,

112, 126, 244, 263
nesting summaries, 250

online advertising, 2, 19, 20, 65, 88
order statistics, see quantile query
orthogonal, 184, 247
orthonormal, 182, 193, 247
outer product, 191, 192

parallel computation, 3, 9, 11, 15, 18, 58,
63, 64, 250

parity, 244, 246
low-density parity check codes, 246

pigeonhole principle, the, 255
point query, 77, 89, 97, 102, 183, 218–221
polynomial kernels, 103
power-law distribution, 208
predicate, 19, 55–57, 213
principle of deferred decisions, 24, 39, 217
priority queue, 48, 49
priority sample, 31, 49–51

q-digest, 18, 127–136, 237, 238, 251, 252
quantile query, 126, 147, 152, 225, 226
query optimization, 18

Rademacher distribution, 181
random access machine (RAM), 11
random sample, 5, 19, 31, 36, 37, 40, 160,

208, 217
weighted, 19, 31, 40–45, 49, 51

random shuffling, 38
random subset sum, 156
range query, 8, 246
range space, 160–164, 227
range transformation, 246
rank query, 126, 129, 133, 147, 151, 155,

225, 226, 246
reachability, 206

reduction, 255
Reed-Solomon coding, 117
regression, 103, 125, 190, 197–199

LASSO, 199
regularization, 199
reservoir sampling, 39, 40
residual `2 norm, 102
residual `p norm, 6
residual weight, 81
resizing a summary, 250
reversible sketches, 245
roots of unity, 192

sampling, see random sample
Sawzall, 103
service level agreements (SLAs), 17
set storage, 257
set system, 163
set union, 53, 55–58, 61, 68, 78, 239
similarity search, see nearest neighbor

search
simplex, 8
singular value decomposition, 193–196
sliding windows, 235, 238, 240, 241
smooth histograms, 241
SpaceSaving, 15, 17, 72, 83–88, 208, 237,

238, 240–242, 251, 259
spanner, 205–207
Spark, 12
sparse recovery, 73, 77, 111, 112, 114–120,

250
stable distribution, 108–111
star network, see flat model216
stochastic averaging, 64, 107
streaming model, the, 11
string matching algorithm, 77
subspace embedding, 190, 197
superspreaders, 252
SVD, see singular value decomposition

time decay, 235, 236, 238
timestamps, 235, 236, 238–241
triangle counting, 208, 258, 260
triangle inequality, 178, 230

union bound, 24, 92, 116, 146, 155, 162,
204, 234

universe, 5, 8, 31, 72, 73, 115, 126, 150, 151,
153, 154, 218–220, 225, 230, 232

variance, 21, 47, 55
VarOpt sample, 48, 49
VC-dimension, 160–164
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wavelet transform, 247, see Haar
transform, 248, see Haar transform

wedge, 92, 125
weighted data, 6, 7, 11, 27, 31, 40, 41, 43,

45–51, 72, 73, 84, 88, 126, 127, 186,
236–239, 243, 244

weighted sampling, see random sample,
weighted


